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Abstract

I created a proof of concept application of a virtual wardrobe, which is able to scan clothes

and display them on a 3D model of a character. This was achieved by combining C++,

Python as well as Unreal Engine 4. To scan the clothes I used the Kinect V2. For this

purpose, I developed an algorithm to create seamless non repeating textures from the

samples of clothes scanned. Additionally, an algorithm was written to extract the print of a

clothing item. Moreover, I wrote a C++ class to provide easy access to stored clothes and

scan for new ones. Furthermore, a convolutional neural network was trained to recognize

which category a clothing item belongs to. It identifies the different categories very well

and - for example - has a confidence of around 92%when predicting jeans. Two outlooks,

how the proof of concept could be made into a full blown application, are also proposed.

I



Leonardo Galli Maturaarbeit

Acknowledgements

I would like to thank my supervisor Valentin Künzle for supporting me all the way and

continuously giving me new and interesting ideas.

I would like to thank my fellow students for providing feedback about the application and

paper, especially Nikolas.

I would like to thank my dad for always being interested and bringing up fresh ideas.

I would like to thank my mother for proof-reading this paper.

II



Leonardo Galli Contents Maturaarbeit

Contents

Abstract I

Acknowledgements II

1 Introduction 1

2 Technical Introduction 2

2.1 Choice of Tools Used 2

2.1.1 Python and C++ 2

2.1.2 Unreal Engine 4 2

2.1.3 sqlite 3

2.1.4 Fuse 3

2.1.5 Kinect 3

2.2 Unreal Engine 4 Terms 3

2.3 Unreal Engine 4 Project Setup 6

2.3.1 Getting all Libraries Ready 6

2.3.2 Adjusting the Build.cs File for your Environment 6

3 Making the Proof of Concept Application 7

3.1 Creating Textures from Clothes 7

3.1.1 The TextureCreator Class 7

3.1.2 The NoiseCreator Class 8

3.1.3 The CircleCreator Class 9

3.1.4 Creating a Clothing Item with a Print 10

3.1.5 Adding Detail 10

3.2 Wardrobe Manager 11

3.2.1 Class Overview 11

3.2.2 Main Loop 14

3.2.3 Scanning for a Texture 14

3.2.4 Scanning for a Print 16

3.3 Data Storage 17

III



Leonardo Galli Maturaarbeit

3.4 Combining the C++ and Python Parts 17

3.4.1 CInterface 17

3.4.2 Communicating with Python in C++ 17

3.4.3 Threading and Python 19

3.5 Final Application 21

4 Deep Learning 26

4.1 Deep Learning Explained 26

4.1.1 Perceptrons and Hidden Layers 27

4.1.2 Different Activation Functions 29

4.1.3 Convolutional Neural Networks 30

4.2 Creating a CNN to Recognize Clothes 36

4.2.1 Getting the Training Data 36

4.2.2 Designing the Neural Network 38

4.2.3 Results 38

5 Outlooks 40

5.1 A Mobile Application 40

5.2 An Application for Clothing Retailers 41

6 Conclusion 43

7 Evalution 44

References 45

Appendix 47

IV



Leonardo Galli Introduction Maturaarbeit

1 Introduction
I find myself often looking for something to wear in the morning, only to realize - after I

have spent to much time trying to put everything on - that it would not match. A virtual

wardrobe, that could scan clothes and display them on a 3D model to see if they match

up, would solve the problem not entirely but at least save me a lot of time. However,

there does not seem to be such a product on the current application markets. Therefore,

I asked myself, how can a virtual wardrobe be created?

In this paper, I will explain how I created a proof of concept, integrating in a basic form

such a virtual wardrobe. Furthermore, I will elaborate on the impediments I encountered

and how I handled them.

I also realized that, while scanning clothes, it will be cumbersome to always tell the ap-

plication, which type of clothing item I am currently scanning. So, how can a computer

program recognize the type of clothing to be scanned? Deep learning seems to be a great

starting point and I used it, to teach the proof of concept application to recognize clothes.

Lastly, I will look at how this proof of concept could be developed further.

1
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2 Technical Introduction
I will look at the tools I used to create the proof of concept application, explain important

key terms and look at important software libraries used.

2.1 Choice of Tools Used

2.1.1 Python and C++

I chose to use Python in some parts as it provides great modularity and fast iterative

development. It made adjusting the creation of textures1 very easy and a great algorithm

for creating the textures could be found quickly. Additionally, it is cross platform and I was

thus able to work on it on every machine. Lastly, I was already quite well versed with

Python and had prior experience in working with images in it.

Since I opted for Unreal Engine 4, I also had to work in C++, because Unreal Engine 4 is

built on it. It has the advantage of being a very fast language, therefore making it optimal

for performance heavy tasks, such as scanning for a usable texture. Furthermore, there

is the possibility of integrating Python through a library in C++.

2.1.2 Unreal Engine 4

Since I wanted to display the clothes on a 3Dmodel, I had to find a 3D library. While Unreal

Engine 4 is focused on building games, it also is possible to create other 3D applications

in it. I chose it for a number of reasons: First of all, it has an easy UI2 creation tool, which is

necessary for any application. Secondly, it is free and has a library supporting the Kinect.

Furthermore, you can program in C++ and it is Open Source. Thus, every aspect of this

Engine can be tweaked for the application. Additionally, I was already well versed with it

and had done multiple previous projects in it. Lastly, it also features a great integration

with Fuse characters and it has multiple 3D models and textures already available.

1Hereinafter, textures are always to be understood as textures for 3D models.
2UI stands for user interface.

2
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2.1.3 sqlite

For storing metadata about each clothing item - such as category - I chose an sqlite

database. There were libraries available for all languages and it did not require to setup

an extra server. Additionally, it allows multiple programs to read / write to one database

at the same time. However, the textures for the clothes were simply saved as images on

disk, since there is no efficient way of storing images in a database.

2.1.4 Fuse

To create the 3D model and 3D clothes I used Fuse. It is a program which can combine

different body parts and clothes into a 3D character. It also automatically rigs them, so

they can be used in Unreal Engine 4.

2.1.5 Kinect

The Kinect V2 was chosen, as it has a Full HD (1920x1080) resolution camera, for which

an easy SDK3 was already available to use with Unreal Engine 4. The Full HD resolution

enabled a high resolution snapshot of a clothing texture. Additionally, it also provided use-

ful information to track a person’s body and it can provide information about the distance

from the camera of each pixel.

2.2 Unreal Engine 4 Terms
Below I will discuss some key terms of Unreal Engine 4 used throughout this paper. It is

advisable, that you get acquainted very well with the engine, so that it is easier to follow

(https://docs.unrealengine.com/latest/INT/GettingStarted/).

Editor

The Editor is the most integral part of Unreal Engine 4.

In the editor 3D models and Blueprints are arranged in a level. Furthermore, new Blue-

prints, UI elements, particle emitters, sounds and many more assets - which could be

useful in a 3D environment - are created here. For a complete overview of how the Editor

works, visit this Website: https://docs.unrealengine.com/latest/INT/Engine/Editor/.

3SDK stands for software development kit.

3
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Figure 1: A sample level loaded in the Unreal Editor.

Figure 2: A sample Blueprint.

4
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Blueprints

Blueprints are a way of programming in Unreal Engine 4. They are very useful for rapid

prototyping. Blueprints allow almost every aspect of gameplay4 to be scripted via a node-

based - see Figure 2 - programming language. To get a good sense of how blueprints

work, see https://docs.unrealengine.com/latest/INT/Engine/Blueprints/index.html.

Actor

Actors are all objects that can be placed in a level, such as 3D models, particle emitters,

sounds and others. They can either be created in C++ or Blueprints. For more informa-

tion, see https://docs.unrealengine.com/latest/INT/Programming/UnrealArchitecture/Actors/

UMG

UMG is an UI designer integrated into the editor. It allows for UI to be quickly and easily

designed through the use of Blueprints.

4Unreal Engine 4 is intended to be used for game creation. However, everything translates just as well into
a normal 3D application.

5
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2.3 Unreal Engine 4 Project Setup

2.3.1 Getting all Libraries Ready

For this project a number of libraries are needed when compiling underWindows. First the

Kinect V2 SDK should be installed. Next, there should be a Python 64-bit 2.7 installation5

with the following packages: numpy, OpenCV 26 and pillow. Additionally, ImageMagick

64-bit with 16-bits per component and DLLs should be installed:

http://www.imagemagick.org/script/binary-releases.php

2.3.2 Adjusting the Build.cs File for your Environment

To be able to compile the application on Windows you have to change the following lines

in the Build.cs file:

5It is advisable that you use Anaconda or Miniconda as a Python distribution, as it comes preinstalled with
almost all libraries needed.

6If you are using Anaconda or Miniconda, you should be able to install it using
.

6
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3 Making the Proof of Concept Application
On the following pages, I will discuss how I created the multiple parts needed to create

the proof of concept application and showcase the final product.

3.1 Creating Textures from Clothes
To create a texture for the 3D Model a clothing item, a 512x512 pixel sample image is

taken from the back of the clothing item. The sample image is then processed and scaled

up, so that it does not look pixelated. Since a lot of prototyping was required to get

a satisfactory result, I chose to implement this in Python. There are different classes

involved in creating the final texture that is applied to the 3D model. Some are used to

create tile-able textures7, others are used to take multiple, already tiled textures and mix

them together to create variation8. In the following sections all classes9 are described as

well as how they function.

3.1.1 The TextureCreator Class

This is the base class used for all other texture creators. As an input, it takes samples that

should make up the final texture, a sample of the print - given the clothing item has one -

and the size of the final texture. Additionally, each subclass can also specify, how many

samples at a time it wants to process. This is for example useful for the NoiseCreator

class explained in Section 3.1.2. It also has a lot of helper functions - such as multiply-

ing two textures or calculating the brightness - which are detailed in the docstrings of the

functions.

By calling , the actual texture is created from the samples. First, an

empty image with the requested size is given and then is called

with however many samples are set by . is the func-

tion differentiating the subclasses. In this function each subclass implements its way for

scaling up the given sample(s) or creating variation.

After all samples are processed, the print is extracted, if it is present. This is explained

thoroughly in Section 3.1.4.

7Textures that can be repeated without visible seams are called tile-able.
8Often tiled textures are very repetitive. It is therefore necessary to create some variation.
9The source code for all these classes is located in .

7
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A sample usage may look as follows:

3.1.2 The NoiseCreator Class

The NoiseCreator processes two samples at a time and only works with two samples.

First, it creates a tiled texture from each of the samples using the CircleCreator class

(Section 3.1.3). Then it uses random perlin noise10 to combine the two textures into one.

This is done by creating one texture from perlin noise (Figure 3) and multiplying it with

the texture from one sample. The other sample is multiplied with the inverse of the perlin

noise texture (Figure 4). Both resulting textures are now added together to form the final

texture. By using two samples and combining them with random noise, possible repeti-

tions in the texture are avoided.

Figure 3: A Texture with Random
Perlin Noise.

Figure 4: The Inverse of the Texture
in Figure 3.

10For more information see: https://en.wikipedia.org/wiki/Perlin_noise.
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3.1.3 The CircleCreator Class

The CircleCreator first uses the mask in Figure 5 as the alpha channel in the sample

which is being processed, where black is 0 and white is 255. It then pastes the sample,

with the mask applied, - such as Figure 6 - everywhere on the final texture, thus tiling the

original sample without any visible seams. Figure 7 shows what happens if the sample

was just pasted, without any special care taken to eradicate seams.

Figure 5: The Mask used in the
CircleCreator Class.

Figure 6: The Mask in Figure 5 Ap-
plied to a Sample of a Grey T-Shirt.

Figure 7: An Early Test with Visible Seams between Tiles.

9
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3.1.4 Creating a Clothing Item with a Print

Often clothes do not only have a solid color, but also a print on the front. Below it is

explained, how this print can be scanned.

First a sample of the print of a clothing item (Figure 8) as well as one of the samples of

the back of a clothing item is read into an OpenCV image. Then the sample is subtracted

from the print sample using OpenCV. This eradicates most of the background. Contrast

and brightness are then enhanced for the resulting texture. Additionally, a morphology

algorithm from OpenCV is run. This eradicates most of the tiny background noise which

is left after subtraction (rayryeng, 2015). Finally, all pixels with RGB values below 5 are

made transparent and the resulting image is pasted onto the final texture.

Figure 8: An Example of a Print
Sample.

Figure 9: An Example Final Texture
with a Print.

3.1.5 Adding Detail

After the samples are run through a TextureCreator, the final texture is multiplied with

the diffuse map11 of the corresponding 3D model. For two examples of diffuse maps

see Figures 10 and 11. By multiplying the texture with the diffuse map, details - such as

seams, highlights and shadows - are added. This is the last step in creating the texture

and it can now be applied to the 3D model.

11A diffuse map defines the color and pattern of a 3DModel. These diffuse maps were automatically created
by fuse.

10
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Figure 10: The Diffuse Map Used
for the 3D Model of the T-Shirt.

Figure 11: The Diffuse Map Used
for the 3D Model of the Jeans.

3.2 Wardrobe Manager
The Wardrobe Manager is the main class in C++ pulling all the strings. It provides an

interface for accessing all clothes stored and scanning for new clothes as well as prints.

3.2.1 Class Overview

Note: There should only ever be one Wardrobe Manager object at a given time. This

prevents the database to be written to and read from at the same time. It is therefore

advisable to have a static object somewhere.

Note: From here on, every Wardrobe Manager instance will be called manager in ex-

amples. This instanced can be created as follows:

To fully initialize the Wardrobe Manager the following function has to be called with the

mode it starts in:

The Wardrobe Manager has the following four modes:

11
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These modes can be set like this:

When the modes or are set, the Wardrobe Manager

automatically starts scanning for new clothes or prints accordingly. However, for this to be

the case, the tick function must be called to update the main loop with the delta seconds

passed since the last call. This will be further explained in Section 3.2.2.

To receive updates regarding the scanning process, the following code snippet can be

used in a class inheriting from :

!→

12
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!→

!→

A clothing item is represented by a struct. Said struct gives the id of the

clothing item, its final texture in an Unreal Engine 4 friendly format ( ) and its

category.

The Wardrobe Manager holds an array of all clothing items stored in the database. This

array is accessed like a catalog: There is always one selected (”visible”) item and one

can scroll through it, as explained later on. The currently selected clothing item is given

by .

By calling or , the pre-

vious, respectively next clothing item can be selected. Thesemethods also give the newly

selected one and wrap around correctly. The clothing items are ordered according to their

id, which is automatically given by sqlite. Filtering the available clothes, showing for ex-

ample only t-shirts, can be accomplished as follows:

!→

!→

!→

Passing a category with id −1, results in no clothes being filtered out. The second para-

meter gives, which clothing item should be returned, given that it was not filtered out. Else

the item with the lowest id will be returned. This can be useful, if the current clothing item

should stay the same.

13
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To obtain all available categories the following can be used:

All important functions and variables can be accessed from Blueprints too.

3.2.2 Main Loop

The main loop is where the Wardobe Manager checks whether it should perform a scan

for a new clothing item or a print. For this to work, you must make sure that the function

is called from another tick function12, preferably originat-

ing from Unreal Engine 4. The function can either be in Blueprints or in C++:

If the time since the last scan is greater than 1
3 of a second, there was no successful scan

in the last 4 seconds and the mode is , a scan for a clothing item is initiated.

If the mode is selected, the function is called.

3.2.3 Scanning for a Texture

Note: To set which category the Wardrobe Manager should scan for the following can be

used:

12A tick function provides a place to implement custom logic needing to be executed every frame.

14
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The effective scan area are the center 556x55613 pixels14. This allows for two 512x512

pixel15, slightly offset textures. These can then be fused back together by the NoiseCre-

ator (Section 3.1.2) to create a greater variation in the final texture. First the average

distance for these center pixels is calculated using the Kinect depth sensor. Only if the

distance is between 70 cm and 90 cm, the scan will proceed. This enables a relative ef-

fective first filtering of unwanted textures. If the clothing item is too far away or too near,

the resulting texture will not look very good.

Then, a canny edge detector is applied to the center pixels16. If there are no edges re-

maining in the red region, shown in Figure 12, the first 512x512 pixel texture sample is

taken, shown in Figure 14, marked also by the red region. The second sample, marked

by the green region, is taken, shown in Figure 15, if no edges remain in the region17. A

sample output of the canny edge detector is shown in Figure 13, with a white pixel de-

noting an edge. By only allowing textures with no edges, the textures are relatively sure

to be originating from clothing item or something else with a solid color. This allows the

process of scanning clothes to be partially automatic, instead of having to manually click

when the clothing item is positioned in the center. However, clothes with patterns are not

going to be able to be scanned this way. Still, only a very small minority of clothes have

patterns.

Note: If a clothing item has a print or other form of decoration in the front, it is especially

advisable to scan the back of it.

After the samples are taken, they are sent to Python to create the final texture.

13For categories with set to 1, everything is halved. This is because trousers have a smaller
scannable area.

14In the final prototype, this area is indicted by a green square on screen.
15Textures are always preferred to be powers of two. For further information see https://en.wikipedia.org/
wiki/Mipmap.

16https://en.wikipedia.org/wiki/Canny_edge_detector.
17The two samples do not have to be taken at the same time. However, the sample marked by the red
region has to be taken first.

15
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Figure 12: An Example of the cen-
ter pixels. Red is the First Sample
Taken. Green the Second.

Figure 13: The Canny Edge De-
tector Applied to Figure 12 (Without
Annotations).

Figure 14: An Example for the First
Sample.

Figure 15: An Example for the
Second Sample.

3.2.4 Scanning for a Print

To start scanning for a print, the following function has to be called with the clothing item

the print should be added to:

Then 7.5 seconds are waited until a sample of the 556x556 center pixels are taken, shown

in Figure 8. The sample is then sent off to be processed by Python.

16
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3.3 Data Storage
The main information is stored in a sqlite database called 18. This data-

base contains two tables: ”categories” and ”clothes”. The ”categories” table contains

each category which is available to be scanned, e.g. t-shirt, hoodie, jeans, etc. In this

table, there is additional information stored about each category such as, if it belongs to

the trousers family and which layer it belongs to 19

The ”clothes” table stores the metadata about each clothing item: the category, the id20

and wether there is a print or not. The actual textures (texture samples, final texture and

print texture) are stored on disk in the folder , located in the same directory

as the file.

3.4 Combining the C++ and Python Parts
Since the actual texture processing happens in Python, I had to call certain Python func-

tions from C++. Fortunately, there is a C library for calling Python functions included in

every Python distribution, called the Python C API 21.

3.4.1 CInterface

First, I created a special Python file grouping functions together which I then could call

from C++. The most important ones are: and

. The former creates a new clothing item in the

database, with the given category, and generates a final texture from the two texture

samples - and - located in the current working directory. The

latter function takes the print texture - located in the current working

directory, adds it to the clothing item given by the id and generates the new final texture.

3.4.2 Communicating with Python in C++

At the beginning the Python interpreter needs to be initialized via . To

call a Python function, first you need to get the module the function is part of. In this

case it would be the ”CInterface” module. Then the dictionary of the module needs to be

18This file can be found in the PythonProgram subfolder with all clothes recorded as tests present.
19I defined layer 0 to be clothes resembling t-shirts, layer 1 clothes resembling hoodies and pullover and
layer 2 clothes resembling jackets.

20The id of a new clothing item is automatically created by sqlite when the new item is added. It is just the
previous id plus one.

21To learn more about this library see: https://docs.python.org/2/extending/embedding.html.

17
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accessed. It contains references to all functions, variables and submodules of a specific

module. The module dictionary can then be queried to receive the function. Below is an

example of how the function is called:

!→

!→

!→

However, this example does not check for or other errors. Each should

be checked, if it is not , before proceeding to use it. To learn how to check for Py-

thon related errors including a Traceback, see the function located in the

18
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source file22.

uses a special syntax for passing arguments to the Python

function. The first argument is the Python function. The second argument is a format

string detailing all arguments which will be passed to the Python function23. The then

following arguments are the actual values, which are passed to Python. If you want to

call a Python function with a as the first and an as the second argument, the

following could be used:

!→

3.4.3 Threading and Python

Since these Python functions take a while to execute, I decided to run them on a back-

ground thread. To create a background thread in Unreal Engine 4, I mostly followed the

Unreal Engine Wiki guide (Rama, 2016).

However, the Python C API only allows one Python function to be called at a given time24

By using locks25, this could easily be prevented. The Python C API provides a nice way

of using locks by wrapping each Python function with the following code:

!→

22The full path is: .
23For a full list of all available format characters see: https://docs.python.org/2/c-api/arg.html#building-
values.

24If a second function is called, despite the first one is still executing, a exception is raised. This
was very confusing when debugging.

25To learn more about locks see: https://en.wikipedia.org/wiki/Lock_(computer_science).

19
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However, waits until the previous locks are all removed. Therefore,

if one lock is not removed it will wait forever. Thus it is very important that the function

is called. Additionally, because these functions are ex-

ecuted on a background thread, it is not that tragic, if waits a few

seconds for all locks to be removed.

20
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3.5 Final Application
The Figures below show the final application running with a basic UI and showcase how

it all comes together.

Figure 16: The Main Menu of the Application.

In the main menu a user can either choose to scan a new item (Figures 17 and 21) or try

out all scanned clothes on a 3D model (Figures 22 and 23).

21



Leonardo Galli Final Application Maturaarbeit

Figure 17: Scanning a T-Shirt.

By clicking on the dropdown ”No Category”, located in the top middle, a list with available

categories opens and the user can choose, which category should be scanned for, by

clicking again26. By clicking ”AUTO” the category of the currently held up clothing item, is

automatically determined as explained in Section 4.2.

Figure 18: Result of the Scan in Figure 17.
26The default category is t-shirt.

22
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Figure 19: Scanning the Print of the T-Shirt in Figure 17.

Figure 20: Result of the Scan in Figure 19.

23
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Figure 21: Scanning Jeans.

Figure 22: Outfitting the 3D Model with the T-Shirt from Figure 17 and Jeans from Figure
21.

By clicking the arrow buttons, one can cycle through either all clothes or only the ones

belonging to the category selected in the dropdown in the top middle. Here one can also

scan a print for the currently selected item.

24
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Figure 23: Outfitting the 3D Model with an Additional Hoodie.

Figure 23 showcases, how multiple layers of clothing can be shown simultaneously. This

easily enables a user to find out, if - for example - his hoodie matches his t-shirt and jeans,

without trying everything on in real life.

25
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4 Deep Learning
Deep learning and neural networks. These words have been thrown around lately a lot

in combination with the term Artifical Intelligence. In the following section, I will first give

a brief overview of how deep learning works and then look at how it can be used in the

context of my proof of concept application.

4.1 Deep Learning Explained
Generally speaking, deep learning is a form of supervised learning. This means, that a

computer program is given a set of inputs - a list of cake recipes as an example - and a set

of desired outputs - for example whether the cakes are delicious or not. With supervised

learning the computer program now tries to figure out a function which maps each input

to the desired output. This function can then be used to predict the output of new inputs

- and therefore deciding, which cakes are delicious beforehand.

Deep learning achieves supervised learning, by modeling the human brain. Millions of

perceptrons - the neurons of a deep learning system - are grouped together to form a so

called neural network.

There are two main types of neural networks: regression and classification. Regression

networks are used to predict continuous variables, for example the location of the eye on

an image of a face. This means that the outputs of the network can take any real number.

Classification networks are used to predict which category the given inputs are part of,

for example if the given image of a face is happy or sad. The output of a classification

network with n categories, is often represented by a probability distribution 27.

27This is the same as a vector with n dimensions of real values in the range (0, 1) that add up to 1

26
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4.1.1 Perceptrons and Hidden Layers

Perceptrons are similar to neurons in a human brain. They can receive different inputs,

with different weights, a threshold28 where they are ”activated”, and they have one output,

either 0 or 1. The output of a perceptron is given by the following equation, with inputs x1

through xn, weights w1 through wn and threshold b.

f(x) =

⎧
⎪⎨

⎪⎩

1 if
∑n

i=1 wixi + b > 0

0 otherwise
(1)

As an example, we can take the cake recipes. The inputs may be: the amount of sugar,

butter, flour and eggs. The output is 0 when the cake tastes bad and 1 when it tastes

delicious. Figure 24 shows an example cake recipe that tastes good according to the

weights.
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Figure 24: An Example Perceptron for Cake Recipes.

These perceptrons can now be grouped together to form layers, creating a neural net-

work. The most basic neural network has three layers: the input layer, the output layer

and a hidden layer. The hidden layer is called so, simply because it is neither an input

nor an output (Nielson, 2016). The perceptrons on the input layer all have only one input,

which is mapped to the input of the whole neural network. The outputs of all input per-

28Sometimes referred to as bias.
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ceptrons are then used as the inputs for each perceptron in the hidden layer. The outputs

of all perceptrons in the hidden layer are used as the inputs for the output perceptron.

Figure 25 shows such a simple neural network, where a circle represents a perceptron.

Input #1

Input #2

Input #3

Input #4

Output

Hidden
layer

Input
layer

Output
layer

Figure 25: An Example of a Simple Neural Network with 4 Inputs, a Hidden Layer with 5
Perceptrons and 1 Output (Fauske, 2006).

Now, this neural network can be ”trained”. For this training data must be created. The

training data consists of a set of inputs and a set with corresponding outputs. A pseudo-

code example may be:

This training data can now be fed into the neural network. However, at first the weights are

probably not right, and so often the correct output is not predicted for the given inputs 29.

The neural network can then adjust the weights, so that the error30, made by predicting

the wrong output, is reduced31. By repeating this process over and over32 the error is

reduced more and more, more and more outputs are predicted correctly and the weights

get better at predicting the right output.

29The inputs may give the output as an example.
30The error may sometimes be referred to as loss.
31Feeding all training data through the network and adjusting all weights is usually called one epoch.
32Usually 50 to 100 epochs are needed to get good results.
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But, a neural network is ever only as good as the training data. If the training data consists

of cake recipes and whether the cake recipes are delicious, the neural network can only

predict wether cakes are delicious. If it is given a recipe for a soup as an input, it will have

a very hard time to predict correctly whether the soup is fine or not.

Furthermore, a lot of and good training data is very important for a neural network. If there

are only a few pictures of t-shirts, which are only brightly colored, the neural network might

falsely learn that t-shirts only have bright colors. Because training data is so important,

big companies - such as Google - are leading in the field of machine learning. They have

immense amounts of user data ready for learning.

4.1.2 Different Activation Functions

While only two values are sufficient for the cake example (0 or 1), often a range of values

is preferred. An advanced perceptron has an activation function33 a(x) which gives this

range of values, often between 0 and 1. The output of a perceptron is then given by the

equation below.

f(x) = a

(
n∑

i=1

wixi

)
(2)

Logistic Sigmoid Activation Function

An often used activation function is the logistic sigmoid one: a(x) = 1
1+e−x . It is used in

neural networks, as it gives values between 0 and 1 and a nice smooth gradient, as seen

in Figure 26.

−4 −2 0 2 4
0

0.5

1

x

1
1
+
e−

x

Figure 26: The Logistic Sigmoid Function.

33Sometimes also referred to as non-linearity.
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Softmax Function

The softmax function is defined as shown below, for the n-dimensional vector z.

σ(z)j =
ezj

∑K
k=1 e

zk
for j = 1, ..., n (3)

The function takes any vector z and turns it into a probability distribution, since the res-

ulting vector fulfills the following two properties.

1. 0 ≤ σ(z)j ≤ 1 for j = 1, ..., n

2.
∑n

k=1 σ(z)k = 1

This is why the softmax function is often - also in my case - used as an activation function

in the perceptrons of the output layer.

Rectify Function

The rectify function is defined as follows.

a(x) = max(0, x) (4)

It can give no negative values and is therefore used in convolutional neural networks.

4.1.3 Convolutional Neural Networks

Convolutional neural networks (CNN) are a special kind of neural networks inspired by

the animal visual cortex. They are thusly very useful when the input of the network is an

image or any other grid like object. The three main layers in a CNN are: convolutional

layer, pooling layer and fully connected layer. For the following explanation an input layer

as seen in Figure 28 is used, representing a 8x8 pixel grayscale input image as seen in

Figure 27. It can be thought of as a 8x8 matrix I.
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Figure 27: The Sample Input, a 8x8
Pixel Grayscale Image.

1.0 1.0 1.0 0.9 0.9 1.0 1.0 1.0

1.0 1.0 0.9 0.2 0.0 0.6 1.0 1.0

1.0 1.0 0.4 0.5 0.4 0.1 0.6 1.0

1.0 0.8 0.3 0.9 1.0 0.8 0.2 0.8

1.0 0.5 0.5 1.0 1.0 1.0 0.4 0.7

1.0 0.4 0.7 1.0 1.0 1.0 0.3 0.8

1.0 0.7 0.1 0.6 0.8 0.6 0.2 0.9

1.0 1.0 0.8 0.3 0.2 0.1 0.8 1.0

Figure 28: An Example Input Layer.
0 Represents a Black Pixel, 1 a
White One.

Convolutional Layer

The most important layer of a CNN is the convolutional layer. Generally speaking, a

convolutional layer applies a discrete convolution - hence the name - to each input. Below,

an in depth explanation of how such a layer works is given.

Themain part of the layer is a so called filter34. This filter is a matrix containing the weights

of the current layer. An example of a filter is displayed in Figure 29. It can be thought of as

a 3x3 matrix F . Figure 30 shows how the outputs of a convolutional layer are calculated.

1.0 0.0 0.0

-1.0 2.0 0.0

-1.0 1.0 0.0

Figure 29: An Example of a Filter of Size 3x3.

The output of the layer can be thought of as a 6x6 matrix O. First the filter is ”overlaid”

over the input layer. Then each element of the matrix ”under” the filter (marked green in

Figure 30) is multiplied with the corresponding element in the filter matrix (marked blue).

These results are then summed up to get the upper left most output (marked red), as

34Sometimes also referred to as kernel.
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shown in the following equation.

O11 =
3∑

i=0

3∑

j=0

Iij ∗ Fij (5)

If an activation function is desired, it is applied to the sum. In convolutional neural net-

works the rectify activation function is used, since images can have no negative values.

1.0 1.0 1.0 0.9 0.9 1.0 1.0 1.0

1.0 1.0 0.9 0.2 0.0 0.6 1.0 1.0

1.0 1.0 0.4 0.5 0.4 0.1 0.6 1.0

1.0 0.8 0.3 0.9 1.0 0.8 0.2 0.8

1.0 0.5 0.5 1.0 1.0 1.0 0.4 0.7

1.0 0.4 0.7 1.0 1.0 1.0 0.3 0.8

1.0 0.7 0.1 0.6 0.8 0.6 0.2 0.9

1.0 1.0 0.8 0.3 0.2 0.1 0.8 1.0

1.0 0.0 0.0

-1.0 2.0 0.0

-1.0 1.0 0.0
1.4

1.0 ∗ −1.0 + 1.0 ∗ 1.0 + 0.8 ∗ 0.0+
1.0 ∗ −1.0 + 0.7 ∗ 2.0 + 0.1 ∗ 0.0+

1.0 ∗ 1.0 + 0.4 ∗ 0.0 + 0.7 ∗ 0.0 = 1.4

Inputs Filter Outputs

Figure 30: How the Outputs of a Convolutional Layer are Calculated.

To calculate the next output, the filter is ”slid” along the input layer. Figure 31 shows the

new situation.

1.0 1.0 1.0 0.9 0.9 1.0 1.0 1.0

1.0 1.0 0.9 0.2 0.0 0.6 1.0 1.0

1.0 1.0 0.4 0.5 0.4 0.1 0.6 1.0

1.0 0.8 0.3 0.9 1.0 0.8 0.2 0.8

1.0 0.5 0.5 1.0 1.0 1.0 0.4 0.7

1.0 0.4 0.7 1.0 1.0 1.0 0.3 0.8

1.0 0.7 0.1 0.6 0.8 0.6 0.2 0.9

1.0 1.0 0.8 0.3 0.2 0.1 0.8 1.0

1.0 0.0 0.0

-1.0 2.0 0.0

-1.0 1.0 0.0
1.4 -0.3

Inputs Filter Outputs

Figure 31: How the Next Output (O12) is Calculated.
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The filter is now ”slid” across the entire input layer until it reaches the right side. Then the

same is done again, but the filter is ”slid” one row down, as seen in Figure 32.

1.0 1.0 1.0 0.9 0.9 1.0 1.0 1.0

1.0 1.0 0.9 0.2 0.0 0.6 1.0 1.0

1.0 1.0 0.4 0.5 0.4 0.1 0.6 1.0

1.0 0.8 0.3 0.9 1.0 0.8 0.2 0.8

1.0 0.5 0.5 1.0 1.0 1.0 0.4 0.7

1.0 0.4 0.7 1.0 1.0 1.0 0.3 0.8

1.0 0.7 0.1 0.6 0.8 0.6 0.2 0.9

1.0 1.0 0.8 0.3 0.2 0.1 0.8 1.0

1.0 0.0 0.0

-1.0 2.0 0.0

-1.0 1.0 0.0
1.4 -0.3 1.3 1.9 1.3 1.5

0.5

Inputs Filter Outputs

Figure 32: How the First Output of the second Row (O21) is Calculated.

The same procedure is repeated until the filter reaches the lower right corner. Then all

the outputs of the convolutional layer were calculated. The stride of a convolutional layer

indicates, how many columns - or rows when the filter is at the end of a row - the filter

moves between two output calculations. In the example before, the stride was 1. The in-

put matrix can also be padded with zeroes around the whole matrix. This is useful when

the output matrix should have the same size as the input matrix.

The advantage of a convolutional layer is that only neighbouring pixels are weighed

against each other. This is very useful, as pixels at opposing ends of the image often

have nothing to do with each other. Additionally, our human receptive fields do this in a

similar manner.

However, one filter can only extract one set of features. Therefore, multiple filters with dif-

ferent weights are used. Each filter gives a separate output matrix called a feature map.

An example can be seen in Figure 33. These feature maps can be stuck together to cre-

ate a 3-dimensional matrix as the input for the next layer. With 3-dimensional matrices

the procedure works the same as explained before.
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Figure 33: An Example of a Convolutional Layer Showing Multiple Feature Maps
(Aphex34, 2007).

Pooling Layer

Most of the times a pooling layer comes directly after a convolutional layer. The idea

behind a pooling layer is, that unnecessary information can be removed, exact positions

since for object recognition are not needed. This is often done using max pooling: The

input matrix is divided into non overlapping sub-matrices - often 2x235. In each of these

sub-matrices, only the highest value is preserved, the rest is discarded. Figure 34 shows

this for the output of the previous convolutional layer.

1.4 -0.3 1.3 1.9 1.3 1.5

0.5 0.9 2.3 2.2 1.8 0.2

0.4 1.6 2.1 1.9 2.0 -0.1

1.1 0.8 2.4 1.6 1.0 -0.9

1.8 0.3 2.1 0.6 -0.4 1.1

2.0 1.2 0.6 0.6 1.8 2.9

2.0 2.1 2.9

1.6 2.4 2.0

1.4 2.3 1.8

Inputs Outputs

Figure 34: How the Outputs of a Pooling Layer are Calculated.

35Especially with larger inputs, this can also be larger (3x3, 5x5, etc.).
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Fully Connected Layer

A fully connected layer is the same as a hidden layer in a simple neural network. Be-

cause a fully connected layer contains most of the weights and is thus is very prone to

overfitting36, it is often accompanied by a so called dropout layer. Before each epoch

starts, individual perceptrons of the fully connected layer are either kept with probability p

or discarded. This reduces the amount of weights and thus can improve overfitting. After

each epoch ended, the discarded perceptrons are reinserted into the layer. Usually a

probability of 0.5 is used.

36Overfitting is when the network too closely models the training data and therefore is bad at predicting the
outcome for new data. For more information see https://en.wikipedia.org/wiki/Overfitting.
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4.2 Creating a CNN to Recognize Clothes
When scanning in clothes in my application, the category has to be switched manually

for each clothing item. This is very laborious. It would therefore be of advantage, if the

application itself could recognize which category a clothing item belongs to. In order to

achieve this task, I chose to train a convolutional neural network37. I wanted it to recognize

the categories t-shirt, jeans, pullover, hoodie and shorts.

4.2.1 Getting the Training Data

As said before, the most important part when setting up a neural network is getting a lot

of training data.

ImageNet

Fortunately, Stanford has a website where an immense amount of images are located

and labelled according to what is displayed on them, called ImageNet (image-net.org).

However, only approved users can download all images of a certain category. All other

users only receive a list of the urls to the images. With the Internet changing constantly,

most of the links were dead or resulted in broken images. Nevertheless, everybody can

apply for an approved user status and Stanford claims to look at the approval request

within five business days. But, they only got back to me after two months. Still, as soon

as I got approved, I could download images for all my categories. In the end I could dis-

pose of around 1200 images per category.

Google Images

During the time I was not approved by Stanford, I searched for alternative ways do get a

lot of images quickly. Google image search seemed like a feasible option, since it can pull

from a lot of sources. However, it does not have an API and so it was extremely arduous

to get an adequate amount of images. Additionally, I could only download around 300

images per category. Most images lacked sufficient quality and the images were often

classified wrong or the desired item was not in the foreground. Therefore, I dropped

these images for training the neural network.

37The script training theCNN can be found at .

36
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Figure 35: The Layout of my Convolutional Neural Network. 37
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4.2.2 Designing the Neural Network

I mostly copied the design of the neural network from AlexNet (Krizhevsky, Sutskever,

& Hinton, 2012). However, I increased the number of feature maps present, which gave

better results. Figure 35 shows all layers in the network.

I created the neural network in Python using theano (Al-Rfou et al., 2016), lasagne (Diele-

man et al., 2015) and nolearn (Nouri, 2014)38. The Python script is then again called from

a thread, so that the prediction runs in the background.

4.2.3 Results

Figures 36 to 39 show with which confidence the different categories are recognized39.

As can be seen in these figures, the hoodie was the hardest clothing item to recognize.

This can be easily explained, as a hoodie is visually very similar to a pullover. Even for

me it is sometimes difficult to distinguish one from the other. However, compared to the

confidence in other categories for this image, the confidence in it being hoodie is very

high. The CNN only had 14.4% confidence that it was a pullover and 17.8% confidence

that it was a t-shirt. Therefore, it did not even have as much trouble keeping the hoodie

and pullover apart as I speculated. Although the image of the jeans is blurred, they were

recognized with a very high accuracy. This is probably because jeans have a very distinct

form - compared to the other categories - and texture. However, the clothing item has

to fill out the entire picture and has to be centered, for the items to be recognized as

accurately as presented in the figures. Nevertheless, since the clothing items have to be

in the center anyway to be scanned, it does not make much of a difference. For a more

indepth exploration of the results and comparision to other machine learning algorithms

see Comparison of a Convolutional Neural Network and a k-Nearest Neighbor Algorithm

and Which one is Better in a Real World Application (Galli, 2017).

38All should be easily installable via pip: .
39Pullover is not included, since it is not in the proof of concept application.
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Figure 36: A Hoodie Recognized
with 56.3% Confidence.

Figure 37: Jeans Recognized with
92.5% Confidence.

Figure 38: Shorts Recognized with
85.5% Confidence

Figure 39: A T-Shirt Recognized
with 71.3% Confidence.
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5 Outlooks
Although I only created a proof of concept application, I thought about creating a full blown

application. There are multiple directions in which I could further develop the application.

On the following pages, I will explore two of them.

5.1 A Mobile Application
One possibility would be to create a mobile application. The whole application would run

on an iPhone or iPad and use its camera to scan the clothes. Furthermore, the database

could be stored on iCloud, so that access from everywhere - for example on holidays -

and from other devices is possible.

When showing friends a demo of the proof of concept application, they really liked the

idea and often asked, if it is going to be a mobile application. Therefore, clearly the de-

mand of users as consumers is there. Additionally, it comes much handier to browse the

virtual wardrobe on a phone in the morning, than starting up a computer and browsing it

there.

Even though Unreal Engine 4 makes it rather easy to compile the application for other

platforms such as iOS, all third party libraries have to be compiled as well. Fortunately,

ImageMagick has a prebuilt library on their website. However, a Python library would

have to be compiled as well as the OpenCV module, which is very time-consuming.

Moreover, all 3D models would probably have to be scaled down, as the graphics pro-

cessor on an iPhone is less powerful than on a desktop computer. Also, the UI would

have to be reworked, as a phone screen is often held vertical opposed to a horizontally

aligned desktop screen. The same is true for the scanning code, since I would have to

integrate the iPhone libraries to access the iPhone camera. This is very difficult, as it

requires using Objective-C - the main programming language for iOS - inside C++.

General cleaning up must not be forgotten. Deleting clothes and changing their category

should bemade possible from the UI. Furthermore, additional categories should be added

such as pullover, shirt and jacket. However, since the application was asked for primar-

ily by my female friends, female clothes - such as skirts, dresses, and more - should be

added as well.

Finally, social media could be integrated into the application. For example, people could

post what clothes they decided to wear today directly from within the application. This
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would greatly help marketing and could increase application sales, especially if promin-

ent social media users or fashion bloggers are involved.

All in all, I project that it would take around one year to accomplish all the afore men-

tioned steps. Especially if prominent social media users or fashion bloggers employ the

application, it could lead to a big user base.

5.2 An Application for Clothing Retailers
Another option is to create an application for clothing retailers such as Zalando. It would

have two parts: the back end and the front end. The back end would be only accessible to

the retailers and would allow them to add new clothes, new 3D models, new categories

and more. The front end would be a web application where users can browse clothes

and put them on a 3D model of a person. Ideally, they could also scan clothes they have

at home using a mobile application to better find matching outfits online. Social media

should be integrated as well for marketing purposes. For example, someone could tweet

a photo directly from the application of an outfit they compiled with a link, leading straight

to the web application of the retailer. This could greatly increase the marketing value for

the retailer. Withal, the retailers could gather very easy and useful data to analyze fashion

trends. They would know more specifically which articles are most looked at and most

liked on social media. Thus, they could predict which clothes they have to buy or produce

in greater numbers.

Although it would not be very difficult to separate these two parts - back and front end, a

completely new program with a completely new UI would have to be written for the back

end. Nevertheless, since the back end is only visible to the clothing retailers, it does not

have to be very polished, but still useable. I would also have to integrate a part of the web

shop into the front end web application.

Furthermore, an iOS app to scan your own clothes would have to be created. While the

technical side is not that difficult, I would face similar issues as above with the mobile

application.

Another disadvantage is, that I would have to cater the application for each individual

retailer. This increases complexity and consumes a lot of time.

One main advantage is, that I would not have to create new 3D models, categories and

environments. Likewise, the front end UI would probably be made by the retailer itself,

so that it fits with their website.
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However, it is very difficult to find retailers interested in this idea. I asked six different

retailers and out of six, only three replied and of those three, only one was not a mostly

automatic response. Moreover, the one personal reply I got, stated they were completely

uninterested. Therefore, the demand seems to not really be there. Still, maybe if I had a

mostly finished product, they be more forth coming. Additionally, I had no direct contact

to the marketing department, which may have influenced the response of the retailers.

I estimate that it would take around one and a half years to finish such an application.

Especially knowing that presumably no retailers are interested in the idea, it is not a very

promising outlook.
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6 Conclusion
In short, I created a virtual wardrobe by combining Unreal Engine 4, C++ and Python.

Using the Kinect, I took a sample of the texture of a clothing item. I then created an

algorithm in Python to create a bigger seamless texture out of this sample. This could

then be used to texture a 3D model of the respective clothing item.

I created the Wardrobe Manager as an interface to query all or only certain clothes, scan

for clothes or prints and provide status updates. Furthermore, I learned how to integrate

Python in C++ and use it inside threads.

Bringing all of this together, I created the proof of concept application with a basic UI. The

whole application worked very well and accomplished the initial goal of making it far more

easier to check if certain clothes match each other.

Additionally, I created a convolutional neural network to recognize different categories

of clothes and thusly make it easier to scan multiple clothes. While it had some trouble

recognizing hoodies apart, it worked very well for other categories. Especially, since it

only had around 1200 images per category to train with.

A possible further development of the application could be to create a mobile application.

While it requires some time and porting a lot of libraries to mobile, there seems to be a lot

of demand coming from consumers and marketing potential on social media. Selling the

application to clothing retailers - such as Zalando - proves difficult, as I received almost

no responses. However, if I had a fully finished product, they would probably be more

interested.
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7 Evalution
While scanning clothes and creating a texture from the scan worked really well, the color

accuracy is not ideal. Because the Kinect does not allow white point adjustments, it is

very difficult to calibrate it properly. Additionally, since the Kinect automatically adjusts

it, retroactively color correcting the images taken is practically impossible. Despite the

lacking color accuracy, the goal of matching up clothes can still be achieved, as most of

the time, a small difference in color is not very noticeable. Nevertheless, it should not be

neglected that in fashion - in particular female consumers - do not appreciate even small

deviations. In a future project another kind of camera, with more fine controls could be

used.

Furthermore, embedding Python in C++ is a great hassle. Especially, when calling Py-

thon functions from a thread and Python then giving you confusing error messages. Next

time, I would probably reimplement everything in C++ instead of embedding Python. This

would have the additional benefit, that portability is increased and an end user does not

need a Python installation with all important modules.

The final proof of concept could also be improved. There is no ability to change the cat-

egory of an already scanned clothing item or deleting one. The 3D models of the clothes

are also not optimal, since they do not fit over each other very well. For a finished product,

new 3D models would have to be created.

The deep learning system recognized clothes very well. Still, it could probably be im-

proved by adding more training data, mostly in the form of data it has to predict after-

wards. This could be done by holding a lot of different clothes in front of the Kinect with

various backgrounds, so that the neural network learns to better filter the background out.

Moreover, other systems besides deep learning could be evaluated, how they perform in

recognizing clothes.

Lastly, the outlooks presented mostly stem from my personal experience. Additionally,

I could have far better judged the demand, if I had gotten an interview with a clothing

retailer. As all my friends and family members ensured that they would highly appreciate

such an application, my application should be further developed.
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Appendix
1 Source Code
All the source code for the proof of concept application Virtual Wardrobe is open source.

Additionally, it includes a precompiled binary version of the project. Nevertheless, an

Anaconda installation with the necessary packages is still needed.

2 USB Drive
Enclosed is a USB drive containing the source code for the proof of concept application

Virtual Wardrobe. It also includes a precompiled binary version of the project.
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